3D Graphics Primer





What are 3D Graphics?





Make the computer generate a scene that looks real, using shading and perspectives that we see in the real world; like faux marble, it’s only apparently real.


How does the computer represent the real world in 3D?





It manufactures surfaces; the 3D world of a computer is rarely more than skin-deep.





A Place for Everything





Everything in the world has a position - the place where it is.  The same is true in a computer generated world.  The real world has three dimensions, which we call width, height, and depth.  The computer understands these concepts as well, but as pure numbers, which we identify with the letters x, y, z.  x most often indicates the width, y, the height, and z the depth.   





They are often represented like this:





[ A nice image of the canonical coordinate axes. ]





Yawn, Pitch, and Droll?





In the real world, everything has a placement - where it is - and an orientation, that is, where it is pointing.  This is an independent attribute from placement - think of a traffic light, where the position is unimportant but its orientation is all-important - and is represented, again, by three values.  These are not numbers, though, but angles, and are represented in degrees.  (Remember that a complete circle has 360 degrees.)  You  can spin and look all around you, this is called Yaw.  You can ride a roller coaster and do a loop-de-loop, this is called Pitch, and finally, you can do cartwheels, this is called Roll.





[Nice images of yaw, pictch and roll.]





We often collect the x, y, and z of location with the yaw, pitch, and roll of orientation, and together call these six degrees of freedom.  That means, that in the 3D computer world, six different values are required to completely specify the location and orientation of an object.





Objects are Objects





Every thing in the real world is made up of atoms; in a similar way, everything in the 3D world is made up of polygons.





Polygons?





Explanation of what the basic object in a virtual world is.  At least three points (as Euclid pointed out, three points define a plane), lying in a plane (which we can interpret has having the same z value, if you like, but that’s not always true), comprise a polygon.  Although computers do like to use three-sided polygons pretty much exclusively, most 3D applications will allow you to create polygons with many sides, and then break them into three-sided polygons for the computer’s convienence.


One sided objects?





Polygons, which are really just sets of points, have a face, or a side.  What’s rather strange about polygons is that they only have one side; sort of like the moebius strip made of a paper loop with one twist in it.  This means that polygons are only visible from one side.


Who’s normal?





A normal is a fancy way of saying “a right angle”.  The normal of a polygon face points outward from the visible side of the polygon.  Imagine a polygon:





[ Nice image of polygon ] 





Which side can we see it from?  Well if the normal is pointing in this direction:





[ Polygon and arrow ]





Then the polygon face is on the side where the normal points outward.  You can think of it as a light ray of sorts; if the ray is leaving the surface, it’s visible.  If it’s pointed toward the surface, it’s invisble.


Lights...





Just as we have lights in the real world, there are lights in 3D computer environments.  Without lights nothing is visible, and computers generate views of 3D worlds in a manner analogous to the real world; they “reflect” the light off of surfaces - you see now why normals are important - and from this create a view of the world.





Lights come in several varieties, as they do in the real world.





	Point Lights





	Parallel Point Lights





	Directional Lights





	Spot Lights





	The Umbra





Shading...





Ok, so we have lights shining on polygon faces, and reflecting back to you, in the 3D computer world.  But the computer always approximates how much light is shining from the face onto you; it does some math to calculate how much light that might be.  There are several mathematical formulas which are used to calculate the shading on a polygon face, each of them have tradeoffs.  Generally, the longer the calculation, the more perfect - that is, the less artificial - the shading will look.  We’ve all seen video games which look, well, cartoonish, and we’ve seen incredible computer graphics in films which almost appear alive.  The biggest difference between DOOM and Jurrasic Park is the shading model.  DOOM is fast because it uses an uncomplicated shading model; it creates 3D, but at the expense of realism.





	Flat Shading





By far the simplest. Using the polygon’s normal, calculates what the shading should be.





[ Picture ]


	Gouraud Shading





Using the normal of the polygon, and the normal of the polygon’s neighbors, it averages the shading from one normal to the next.  Takes about 10x more processing to do this over flat shading.





[ Picture ]


	Phong Shading





Using the normal of the polygon, and the normal at the points of the polygon, plus the normals at the corners of the neighbors of the polygon, plus the normal of the neighbors of the polygon, averaged all together.  This takes about 10x more processing power than Gouraud shading.


	Ray Tracing





Ray tracing, used in TV commercials and Hollywood films, is the most intensive form of shading; the computer literally calculates the path of every ray of light through the seen - traces their paths - and from this generates a “realistic” view of the 3D world.  Depending on the complexity of the world, this can take anywhere from a few minutes to a few days, even on the most powerful computers in the world.





Textures...





The real world is rich and detailed.  Computers have trouble (unless they are very big and very expensive) maintaining that complexity.  So we cheat a lot.  One way we cheat is by using something called texture maps.  Texture maps are a kind of  “wallpaper” that is applied to polygon faces.  Often, an entire object is “wrapped” with a single texture map.





As an example, consider a model of Earth.   We could, if we chose, model every feature of the planet; every mountain range, every sea floor rift.  It would be a complex model, with billions if not trillions of polygons.  It’s unlikely we could ever get that onto any computer we have today.  But what if, instead, we took a sphere made up of 200 polygon faces, and then “wrapped” a detailed map of the Earth onto it.  It would not have depth, but it would have detail.  And it would be visible on almost any computer.





Texture maps are a great way to cheat the complex.








